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1 Syllabus

1.1 Objectives

In today’s world, many operational decisions (e.g., regarding capacity sizing
and utilization, order quantities or job scheduling) have to be taken under con-
ditions in which relevant planning data such as demand, order sizes, machine
outages or maintenance needs are uncertain. Moreover, predicting the realiza-
tions of the relevant planning parameters has become extremely difficult due to
complex interactions of underlying drivers. In the meantime, with the rise of
affordable sensors, smart production equipment, cheap storage for very detailed
transactional data and tracking systems for data regarding customer behavior,
e.g., from E-Commerce applications, organizations have started to collect and
consolidate data sources that are related to their processes and their customers’
behavior.

Data-driven operations management, as we understand it, does not only
aim for a better prediction of uncertain planning parameters (which in itself
is valuable), but also forces us to re-think and re-design decision models. In
data-driven operations management, the overarching goal is to use this (newly)
available data to make better decisions regarding capacity, inventory levels and
pricing, e.g., by identifying patterns, understanding relationships between dif-
ferent uncertain parameters and their drivers, and, more importantly: by incor-
porating this knowledge into existing and newly developed models.

The aim of this seminar is to familiarize participants with various opportu-
nities for data driven operations management.

1.2 Contents

This seminar offers qualitative topics which focus on literature review as well as
quantitative ones which include the work with real-world data. The qualitative
topics require the participants to read, compare and summarize the relevant
literature (non-exhaustive proposals for literature are provided in each topic de-
scription). Additionally, the participants are required to synthesize their find-
ings and critically discuss underlying assumptions and limitations. Our quanti-
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tative topics focus on models, methods and concepts to implement data-driven
operations management.

1.3 Grading

To pass the seminar, a seminar paper must be completed. To this end, partici-
pating in the introductory course is necessary, where the topics will be assigned.
In addition, it is mandatory to participate in the chairs’ scientific writing semi-
nar (separate application via Maya Michels (maya.michels@uni-wuerzburg.de).
The participants must also participate in an intermediate workshop. At a final
workshop they present their work. All dates will be published ahead of time on
the chair’s homepage. Active participation at all meetings is required. The final
grade is based on the grade for the seminar paper (weight: 2/3) and the grade
for the presentation and participation in the discussion of all topics (weight:
1/3).

1.4 Seminar paper

The seminar paper on a qualitative topic shall comprise approx. 20-25 pages.
For quantitative topics it can be 15-25 pages. It can be written in German
or English. Details about how to prepare the paper will be provided at the
introduction. Rough structure of seminar paper (that should be adapted to
specific topics):

• Introduction to the problem: concise presentation of the planning problem,
description of goals and available alternatives

• Literature review: how can the problem be classified in the relevant (sci-
entific) literature? What comparable and similar problems and possible
solutions are there? How does the particular problem differ from other
problems?

• Formally present the planning problem: goals, alternatives, modeling

• Solution: how was the issue addressed? How were various alternatives
evaluated?

• Results: which alternative was selected for what reason? To what extent
were different objectives considered and weighted?

• Final evaluation: critical analysis of problem, criticism, suggestions for
improvement, transferability to other problems

The deadline for this paper will be published ahead of time on the chair’s web-
page. The paper must be handed in electronically (pdf) only to Maya Michels
(maya.michels.@uni-wuerzburg.de).
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1.5 Presentation

The presentation should be 15-25 minutes in length and serve to impart the
relevant problems and possible solutions to other participants. In evaluating
the presentation, focus will be placed on how precisely and comprehensibly the
problem is explained and how convincingly the approach (or possible criticism)
is presented. Following the presentation, 10-15 minutes of time will be reserved
for discussion.

1.6 Contacts

Jan Meller (jan.meller@uni-wuerzburg.de)
Fabian Taigel (fabian.taigel@uni-wuerzburg.de)

2 Topics

The topics can be worked on individually or in groups of two.

2.1 Data-driven inventory management (single period)

Throughout the last decades a large body of research in operations manage-
ment addressed the question of how to determine optimal inventory levels when
demand is uncertain. Traditionally, inventory models process input data such
as demand forecasts based on historical demand/sales, information about the
accuracy of the forecasts, and costs for overstocking and understocking to de-
termine an inventory quantity. These models lead to acceptable results when
forecasts are fairly accurate and forecast performance is stable across time. In
many industries, however, these conditions are not satisfied. In the fashion, re-
tail as well as many service industries (e.g., for restaurants, as we will see later),
demand is oftentimes driven by a number of exogenous and endogenous factors
(e.g., weather conditions, media attention, short and medium term seasonal
factors, promotional activities, etc.) at the same time. As a result, decision
makers frequently face highly nonstationary demand patterns that can hardly
be predicted with sufficient accuracy when forecasts are based solely on his-
torical demand. In these instances conventional methods for forecasting and
inventory management may not only lead to low forecast accuracy, but, more
importantly, excessive inventories and/or large unmet demand (Carrizosa et al.
, 2016).

During the last years, access to large amounts of data that can potentially
explain demand (variations) has improved significantly, and, at the same time,
the cost for obtaining, storing and processing this data has decreased substan-
tially. Recent work in operations management has, for example, utilized data
such as Google searches (Bertsimas and Kallus, 2014), clickstreams (Huang and
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Van Mieghem, 2014), weather information (Arias and Baed, 2016) and condition
data of sensor-equipped machinery (Elwany and Gebraeel, 2008).

Tasks:

• Review literature on Data-driven inventory management

• Review literature on Data-driven Newsvendor

• Is there a fundamental change in models for inventory management due
to the availability of new data and data sources?

• (optional) application of theoretical model for data-driven inventory man-
agement on given dataset (implementation with R)

Literature:

• Carrizosa, E., A. V. Olivares-Nadal, and P. Ramirez-Cobo (2016). Robust
newsvendor problem with autoregressive demand. Computers & Opera-
tions Research 68, 123–133.

• Bertsimas, D. and N. Kallus (2014). From predictive to prescriptive ana-
lytics. arXiv preprint arXiv:1402.5481 .

• Huang, T. and J. A. Van Mieghem (2014). Clickstream data and inventory
management: Model and empirical analysis. Production and Operations
Management 23 (3), 333–347

• Arias, M. B. and S. Bae (2016). Electric vehicle charging demand fore-
casting model based on big data technologies. Applied Energy 183, 327 –
339.

• Elwany, A. H. and N. Z. Gebraeel (2008). Sensor-driven prognostic models
for equipment replacement and spare parts inventory. IIE Transactions 40
(7), 629–639.

• Plus related additional references.

Data:

• YAZ restaurant: Sales data and stocking quantities over 2 years for 7
different products

• DAW(Manufacturer of paint and rendering): 1,626,118 individual ship-
ments; Weather data from nearest weather station; 150 features derived
from time series and weather data
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2.2 Data-driven inventory management (multi-period)

Typically, inventory can be stored for more than one period (except for perish-
able goods such as fresh food, or products that are outdated after one period
such as newspapers). In such a setting, the (ordering) decision I make today in-
fluences the decision in the future. Therefore, we cannot consider each ordering
decision individually.

Tasks:

• Review literature on data-driven inventory management specifically for
multi-period settings

• Find/Review literature on (data-driven) multi-period Newsvendor

• Is there a fundamental change in models for inventory management due
to availability of data?

• (optional) application of theoretical model for data-driven inventory man-
agement on given dataset (implementation with R)

Literature:

• Kim, G. and Wua K. and Huang E. (2014) Optimal inventory control in
a multi-period newsvendor problem with non-stationary demand; in Ad-
vanced Engineering Informatics, http://dx.doi.org/10.1016/j.aei.2014.12.002

• Bertsimas, D. and N. Kallus (2014). From predictive to prescriptive ana-
lytics. arXiv preprint arXiv:1402.5481 .

• Huang, T. and J. A. Van Mieghem (2014). Clickstream data and inventory
management: Model and empirical analysis. Production and Operations
Management 23 (3), 333–347

• Plus related additional references.

Data:

• Maisha Meds (Start-up that improves medical supply chains in Africa):
Sales data from 5 pharmacies over 2 years (200000 observations); Infor-
mation about according inventory levels

2.3 Feature engineering for data-driven inventory man-
agement

A machine learning model learns patterns from input data in order to predict the
outcome of unknown data using data mining techniques. For successful machine
learning, Witten et al. 2016 describe two major tasks: 1) engineering the input
data and 2) engineering the output model. The latter is commonly referred to
as model tuning and not focus of this topic. Engineering the input data – or
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in other words feature engineering – is the task of transforming the given data
in a way that suits the learning algorithm and improves the usefulness of the
learned model. In many cases this means adding new features that are derived
from the given data.

In a project with DAW, a large German manufacturing company for paint
and and rendering, we received a large dataset containing 1,626,118 individual
shipments. In a preliminary seminar paper, we found that related weather data
from weather stations close to the respective shipping regions has a significant
impact on demand. However, our overall accuracy in predicting demand was
still very limited - presumably, due to the lack of demand related features. Such
features should contain (but are not limited to):

• demand in previous i planning periods (where i = 1, ...,H)

• demand in previous i planning periods (where i = 1, ...,H)

• demand i planning periods before (where i = 1, ...,H)

• trend over last i planning periods (where i = 1, ...,H)

• mean demand for this weekday/month

• ...

Tasks:

• Review literature on feature engineering

• Review literature on timeseries forecasting with machine learning

• implement features for given data in R

Literature:

• Witten, I. and Eibe, F (2011) Data Mining: Practical Machine Learning
Tools and Techniques

• Plus additional references.

Data: One year of data from a call center including for each individual call:

• DAW(Manufacturer of paint and rendering): 1,626,118 individual ship-
ments; Weather data from nearest weather station; 150 features derived
from time series and weather data
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2.4 Data-driven capacity management

Consider a typical situation in service industries: multiple servers/stations that
process customer orders in a first-come-first-served manner. Customer/order
arrivals and the service time are uncertain and arrival rates are typically time-
dependent. Companies face the problem of determining the right capacity (i.e.
number of servers) for different time intervals. Customers expect good service
in terms of short waiting time while companies want to avoid excessive costs for
idle capacity. Typical examples are call-centers, restaurants, etc.

Tasks:

• Review literature on applications of queuing models for capacity planning.
These models are currently state-of-the-art and hence serve as a reasonable
benchmark for any data-driven planning approach.

• Review literature on data-driven capacity management. We understand
data-driven planning as all approaches that directly estimate either the
functional relationships or important parameters from the data. Please fo-
cus on a thorough analysis of the employed models and present all relevant
assumptions in a transparent way.

Literature:

• Bassamboo, A. and A. Zeevi (2009). On a data-driven method for staffing
large call centers. Operations Research 57 (3), 714–726.

• Bertsimas, D. and X. V. Doan (2010). Robust and data-driven approaches
to call centers. European Journal of Operational Research 207 (2), 1072
– 1085.

• Plus additional references.

Data: One year of data from a call center including for each individual call:

• timestamp call received

• timestamp call answered (NA if abandoned)

• timestamp call completed

• called line

• ID of agent (from these IDs we can derive how many agents where on duty
in each shift)
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2.5 Forecasting demand of spare parts inventories

Spare part inventories typically contain numerous different parts which exhibit
a broad variety of demand patterns. From extremely slow moving parts, with 0
demand for many periods to fast moving parts with large volumes. The patterns
might as well vary in terms of demand variability. Classifying such patterns and
determining the best forecast method is a crucial task. For this topic, you will
work with a large scale real-world dataset. Therefore, you should expect to
work with some kind of statistical software, such as R. With R you can easily
apply the relevant time-series based forecasting methods, such as exponential
smoothing, moving averages and their extensions. The interesting part will be
to tackle the tasks of classifying demand patterns and choosing a forecasting
method in an integrated way. Given the large set of over 3000 different parts
this needs to be automated.

Tasks:

• Review literature on demand pattern classification

• Review literature on time series-based forecasting

• Find typical patterns and determine reasonable forecasting method

• Find a classification method/system/algorithm that proposes a forecasting
method for each demand pattern

• Establish significant measures for the performance of the classification
method

Literature:

• Ralph Snyder, ”Forecasting sales of slow and fast moving inventories”,
European Journal of Operational Research, Volume 140, Issue 3, 2002,
Pages 684-699,

• Andrea Bacchetti and Nicola Saccani ”Spare parts classification and de-
mand forecasting for stock control”, Omega, Volume 40, Issue 6, 2012,
Pages 722-737

• Plus additional references.

Data:

• large scale data set with part consumptions of over 3000 different spare
parts

Literature:

• Rudin, Cynthia, et al. ”Machine learning for the New York City power
grid.” Pattern Analysis and Machine Intelligence, IEEE Transactions on
34.2 (2012): 328-345.
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• Tulabandhula, Theja, and Cynthia Rudin. ”Machine learning with op-
erational costs.” The Journal of Machine Learning Research 14.1 (2013):
1989-2028.

• Tulabandhula, Theja, Cynthia Rudin, and Patrick Jaillet. ”Machine learn-
ing and the traveling repairman.” Unpublished manuscript available on
ArXiv at http://arxiv. org/abs/1104.5061 (2011).

• Muller, Alexandre, Adolfo Crespo Marquez, and Benoit Iung. ”On the
concept of e-maintenance: Review and current research.” Reliability En-
gineering & System Safety 93.8 (2008): 1165-1187.

Plus additional references.
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